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In recent years, phishing attacks have grown exponentially in scale, frequency, and sophistication, placing
a significant burden on organizations and security personnel. Attackers leverage advanced obfuscation
techniques to evade detection systems and ensure their emails reach users’ inboxes. Additionally, attackers
distribute thousands of emails as part of large-scale coordinated campaigns to increase the probability of
a successful attack. The growing use of social engineering and AI-generated phishing content has further
heightened the complexity of these threats, making detection more challenging. As attackers continuously
refine their tactics, mitigating these threats requires substantial time, expertise, and resources from IT/SOC
teams, who must analyze, categorize, and respond to a high volume of evolving phishing attacks. In this study,
we explore the integration of artificial intelligence (AI) into phishing mitigation, not as a replacement for
human expertise but as a complement to it. We propose a novel hybrid pipeline designed to enhance the
efficiency of IT personnel in responding to phishing threats. Our approach consists of three key components: (1)
Feature Extraction, where fine-tuned language models analyze phishing emails to extract contextual features;
(2) Campaign Detection, leveraging community detection algorithms to identify and cluster similar phishing
emails; and (3) Campaign Profiling, generating comprehensive attack summaries to streamline response efforts.
By clustering related emails and providing a comprehensive attack summary, our framework enables security
teams to identify and neutralize threats faster, block incoming emails, and respond to users.
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1 Introduction
Phishing is a type of cyber-attack that uses social engineering and technical deception to send
fraudulent messages to users to trick them into revealing sensitive information or installing mal-
ware [23]. Phishing attacks typically use links to fake websites or malicious attachments and can be
spread through various channels such as email, text messages, social media, and phone calls, with
emails being the most common attack vector [58]. In recent years, phishing attacks have increased
considerably in scale [12, 34], frequency [23], and sophistication [49, 66]. Attackers use various
obfuscation techniques to evade email filters and often launch mass campaigns to increase their
chances of victims. Additionally, the widespread availability of phishing kits [1, 47, 62] has made
it easy for anyone to create phishing campaigns, while generative AI technology has simplified
the creation of personalized spear-phishing attacks [29, 48]. These sophisticated and large-scale
campaigns can overwhelm existing security infrastructures, making them difficult to manage effec-
tively. In response, organizations are being encouraged to use multilayered cybersecurity measures
to fight against phishing attacks [11, 39].
Security Operation Centres (SOCs) play a crucial role in responding to phishing attacks. They

monitor email systems, examine user-reported messages, and investigate potential phishing at-
tempts. When phishing is confirmed, SOC teams coordinate response activities, including blocking
malicious domains and URLs, removing emails from inboxes, resetting affected accounts, and isolat-
ing devices as needed. Additionally, they gather information about ongoing campaigns to improve
future defences and often collaborate with security awareness teams to strengthen organizational
training based on real-world phishing attempts targeting the company. The increasing frequency
and volume of phishing attacks are overwhelming SOCs with a high number of alerts, making
manual investigation both time-consuming and inefficient [2, 35]. Currently, analysts are required to
manually correlate and analyze data from various sources, a process that is not only time-consuming
but also susceptible to errors. Additionally, the cybersecurity sector is facing a significant shortage
of skilled professionals [43]. Given these challenges, automation has become essential for helping
SOC/IT staff efficiently address phishing attacks and mitigate potential risks [43].

Machine learning (ML) and artificial intelligence (AI) have demonstrated impressive performance
in the automatic detection and filtering of phishing emails [5, 19, 21, 32], largely due to their ability
to process data at scale. However, for attacks that bypass these filters, a more nuanced approach is
necessary. Traditionally, humans have played a crucial role in this process as they contribute domain
expertise, intuition, and contextual judgment—qualities that AI struggles with. Phishers often use
obfuscation techniques while crafting emails to bypass filters and trick users [51, 52, 66]. For
instance, an email might vaguely suggest that it comes from “IT Services,” creating the impression
that it is sent from the user’s organization or the email may be visually formatted in a way that
implies its source without explicitly naming the organization. Such tactics are meant to deceive
both humans and detection systems, though in opposite ways since the claimed source is obscured
from the detection system and implied to the human. However, human judgment can play a critical
role in identifying subtle cues and context that purely technical systems might overlook [69, 70].
However, recent advancements such as Large LanguageModels, Generative AI, and semi-supervised
learning have made it possible to combine human expertise and machine capabilities. AI can support
SOC/IT personnel by managing repetitive tasks and processing large volumes of data, allowing
them to focus on complex decision-making. This paper explores such a collaboration by proposing
a comprehensive AI-assisted pipeline focused on mitigating phishing attacks by aiding IT personnel
through two core tasks: campaign identification and campaign profiling.
Our proposed approach comprises three main components: 1. Feature Extraction: We extract

user-oriented contextual features from emails using PhishCoder [54], refined based on limitations
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identified in the original paper. 2. Campaign Identification: We use these contextual features to group
emails using text similarity measures and graph-based clustering algorithms. 3. Campaign Profiling:
In collaboration with SOC and IT staff from multiple organizations, we develop detailed profiles
for each cluster by analyzing both contextual and technical aspects of the emails, incorporating
practitioner feedback to ensure operational relevance.

This pipeline, as shown in Figure 1, integrates AI automation with human expertise to enhance
attack response efficiency. Our goal is to support SOC/IT staff during phishing response rather
than replace them. Such hybrid intelligence accelerates detection while allowing human analysts
to validate, interpret, and make strategic decisions. This work establishes a new direction for
human–AI collaboration, showing how AI can optimize SOC workflows rather than replace human
analysts. In developing this work, we directly involved IT professionals responsible for handling
phishing attacks to incorporate their domain insights and validate our approach. Our primary
contributions are as follows:
RC1 We extend prior PhishCoder work [54] by broadening the training dataset with phishing

emails from multiple sources, using targeted sampling to mitigate class imbalance, and re-
training the extraction models. These improvements increase the robustness of contextual
feature extraction and lead to higher overall accuracy.

RC2 We build on these enhanced contextual representations to develop a campaign detection
pipeline that combines feature similarity with graph-based community detection to identify
coordinated phishing attacks.

RC3 We develop a phishing campaign profile, refined through expert feedback, to support IT/SOC
staff in understanding and responding more efficiently to ongoing attacks.

REPORT

RESPONSE

PhishCoder

CLUSTERS PROFILES

Step 1

Step 2 Step 3

Fig. 1. Overview of the proposed phishing mitigation pipeline, which includes feature extraction (Step 1),
campaign identification (Step 2), and campaign profiling (Step 3). The process starts when a recipient reports
a suspicious email to IT support. Reported emails go through PhishCoder for feature extraction, which then
feeds a clustering algorithm. A profiling algorithm analyzes the resulting clusters, and the final cluster profiles
are returned to IT support, enabling effective human-AI collaboration.

2 Related Work
This section presents prior research on phishing detection and mitigation, including campaign
identification and profiling, and outlines challenges arising from the unstructured nature of phishing
email text.
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2.1 Phishing Detection
Phishing detection involves identifying and stopping malicious emails before they reach users [4, 32,
67]. These systems often use a combination of machine learning, heuristic analysis, and blacklists
to separate the good emails from the bad. Khonji et al. [32] compared four types of software-
based phishing detection solutions, including blacklists, rule-based heuristics, visual similarity, and
machine learning-based classifiers. They found that machine learning based techniques achieved the
highest classification accuracy. More recently, advanced Deep Learning (DL) algorithms and Natural
Language Processing (NLP) methods have been integrated into phishing detection algorithms [5,
10, 32, 38, 56]. Although such advanced techniques have shown strong performance, no detection
or filtering method can guarantee perfect accuracy, especially against novel zero-day attacks. This
is because phishing attacks are diverse, increasingly sophisticated, and constantly evolving in their
use of obfuscation. As a result, many phishing emails still reach users’ inboxes, making it essential
to use post-attack mitigation strategies alongside proactive defenses. In this study, we focus on two
such post-attack tasks: phishing campaign identification and phishing profiling.

2.2 Phishing Campaign Detection
Phishing campaign identification involves detecting groups of similar phishing emails, typically
part of the same coordinated attack [55]. Phishers often send emails in bulk to a large number
of individuals, sometimes within the same organization, to increase their chances of victims.
These email messages share the same underlying scam and share common attributes such as the
organization impersonated and action requested from the recipient.
After a phishing email infiltrates user inboxes, the standard practice in most organizations is

to ask users to report suspicious-looking emails which are then reviewed by help desk staff or
a security team [3, 16, 30, 35]. However, if a large number of users report emails, it takes a long
time to manually review them [2, 64]. This results in a slower response time to the attack and a
delayed response to the people reporting the emails, increasing the likelihood of other users who
received the same email falling victim to the scam. An effective solution to tackle this problem is to
automatically group similar reported emails, commonly referred to as phishing campaigns. This
reduces the load of manual analysis for security workers, makes the response process much faster,
and ensures that no other users fall victim to the attack. Limited work has been carried out on
grouping similar phishing emails [28, 53, 59, 60, 74]. Han et al. [28] used the header, URL, subject,
and content features with a graph clustering algorithm. Seifollahi et al. [59] utilized K-Means and
various other clustering algorithms. Shen and Thonnard [60] applied a multi-criteria clustering
algorithm named MR-TRIAGE. Yearwood et al. [74] used K-means and Modified Global k-means
clustering algorithms. Lastly, Saka et al. [53] used transformer-based text embeddings to represent
the email text and subject line along with unsupervised clustering algorithms (K-Means, DBSCAN,
and Agglomerative clustering) to identify groups of emails with similar content related to scams.
Although these studies explored various approaches to clustering phishing emails, a persistent
challenge remains: phishing tactics constantly evolve, making it difficult to keep pace. In particular,
attackers continuously develop new obfuscation techniques to evade detection. While some prior
studies have identified specific obfuscation methods they encountered, they did not evaluate how
effectively their approaches addressed or overcame these challenges. In this study, we propose
a novel pipeline designed to remain effective over time, as demonstrated by our data sampling
of phishing emails collected over seven years. Furthermore, we evaluated our method against an
obfuscation technique to demonstrate its effectiveness.
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2.3 Phishing Profiling
Phishing profiling involves analyzing and categorizing phishing attacks based on key attributes
such as sender behaviour, email content, attack tactics, and target demographics. By identifying
patterns across multiple phishing emails, profiling helps in predicting future threats, improving
automated detection systems, and strengthening cybersecurity defences.
Hamid and Abawajy [26, 27] propose an approach for email-born phishing detection based on

profiling and clustering. They treat each cluster as a “profile” that represents a group of similar
phishing emails. A cluster in this context encapsulates certain characteristics or patterns observed
in phishing emails, such as shared structural properties, similar content patterns, or specific URL
features. These predictions are further utilized to generate complete profiles of the emails and
used to train phishing detection models. Yearwood et al [73, 74] formulate the profiling problem as
a multi-label classification problem using the hyperlinks in the phishing emails as features and
structural properties of emails along with whois (i.e. DNS) information on hyperlinks as profile
classes. The class labels are then used to generate profiles that represent different phishing groups
or tactics. The profiles generated can differentiate between phishing groups that use different
techniques, such as using hosted sites, fake links, or exploiting vulnerabilities in email rendering.
Their profiles are useful for identifying the type of website from which a phishing email originates.
Shmalko et al. [61] introduce the Profiler, a profile-based model for detecting phishing emails using
a multidimensional risk assessment framework. The Profiler analyzes an email’s main features,
including threat level (based on sender address), cognitive manipulation (based on the frequency
of keywords), and email type (context of the email), to create a comprehensive risk profile. Their
profile provides some context of the email, but as numerical values/classes and is used as input for
phishing detection algorithms.

Prior work employs profiling primarily as a means to enhance phishing detection. In contrast, our
study focuses on profiling phishing campaigns themselves: after clustering emails into campaigns,
we construct human-interpretable campaign profiles whose purpose is to support IT/SOC teams
in rapidly understanding an attack’s characteristics and scope, enabling faster and more effective
remediation rather than solely improving detection performance.

2.4 Challenges with Email Text
Although phishing email text is a crucial feature for the above interventions, it does pose certain
challenges to security researchers. The inherently unstructured nature of email body text, coupled
with significant variations in language, grammar, and layout, presents significant challenges for
machine interpretation [51]. Traditional text embedding techniques, such as TF-IDF [46], rely on
word frequencies and occurrences to represent textual content. While effective for structured,
substantive text, these approaches exhibit limitations when confronted with sparse, noisy, or
unstructured text. Short texts or those lacking sufficient context provide minimal signal for accurate
representation, whereas generic or boilerplate content—such as email disclaimers—can introduce
noise. Furthermore, frequency-based methods are unable to capture implied meaning or subtle
threats and intentions that are not explicitly stated. These challenges, combinedwith wide variations
in text length and structure, limit the effectiveness of traditional embeddings in analyzing complex
or nuanced textual data. For instance, Figure 2 shows two phishing emails, taken from the Nazario
Phishing Corpus [40]. Both emails claim to be from financial organizations about a statement
or problem, and both ask the user to download an attachment. The first email, Figure 2a, is a
sophisticated phishing attempt claiming to be from Nedbank, a South Africa-based bank. It has a
well-designed layout with the right logos and references to legitimate organizations like the World
Wildlife Fund. The wording and URLs appear to be legitimate and contain no obvious signs of
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(a) Longest Email (b) Shortest Email

Fig. 2. An example of the structural variation in phishing emails observed in the Nazario dataset [51].

malicious intent. In contrast, the second email, Figure 2b, claims to be from USAA, a United States-
based financial organization, but it has minimal text and no useful information or context, again
posing a challenge for the machines. Automated systems tasked with analyzing email content must
contend with these complexities. This necessitates the need for a more structured, standardized
representation of phishing email text [51].

2.5 Obfuscation Techniques in Phishing Emails
Phishing emails often use obfuscation techniques to evade automated detection while remaining
convincing to humans. At the individual-email level, attackers may manipulate the email body so
that the text processed by filters differs from what is actually shown to the user. Betts et al. [7]
describe this as content concealment and identify techniques such as hidden paragraphs, disrupted
words, and inserted words, often implemented through HTML/CSS tricks such as font colour,
font size, text positioning, and table manipulation. Dalmiere et al. [14] further show that body
obfuscation is often layered, with common techniques including text embedded in images, Base64
encoding, and invalid HTML.

At the campaign level, obfuscation also appears as polymorphism, where attackers vary surface
details across near-identical emails to weaken blocklists, signatures, and campaign grouping.
The KnowBe4 Phishing Threat Trends Report highlights such variation in subject lines, sender
identities, logos, links, signatures, and invisible characters used to disrupt NLP-based defenses [33].
Hence, phishing defenses must account for such deliberate concealed content and variation across
campaigns. In this paper, we focus on one obfuscation technique: white-on-white hidden text,
which remains visible to parsing systems while being effectively invisible to human readers.

3 Technical Background
This section outlines the technical background and key concepts of our approach, highlighting the
tools and methods that guide our implementation.
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3.1 Language Models
The recent advancements in Language Models have created a significant evolution in the field of
information extraction. Language models (LMs) are computational models designed to understand,
generate, and manipulate human language. They learn the statistical patterns and structures in a
corpus of text, enabling them to predict the likelihood of a sequence of words [6]. Transformers,
a breakthrough architecture in language models, leverages self-attention mechanisms to process
words in parallel, leading to significant improvements in tasks such as translation, summarization,
and text generation [65]. Transformer-based architectures such as BERT (Bidirectional Encoder
Representations from Transformers) [17] and GPT (Generative Pre-trained Transformer) [45] have
achieved unprecedented levels of accuracy and contextual understanding.

Fine-tuning language models is a crucial NLP technique that involves adapting pre-trained models
to specific tasks by training them on a smaller, domain-specific dataset. The fine-tuning capabilities
of these models allow for customization to specific tasks and domains, further enhancing their
applicability in information extraction tasks across various industries and domains. Prior work has
demonstrated how large language models can be fine-tuned to extract structured knowledge from
records of complex scientific text [13] or business documents [50], especially in data-constrained
settings [50]. In recent years, using fine-tuned language models has become a common approach for
phishing detection [31, 44, 63], but we are the first to use this technique for structured information
extraction from phishing emails to create a novel contextual representation of email text.

3.2 Louvain Community Detection
The Louvain method for community detection is a greedy optimization method to extract non-
overlapping communities from large networks [8]. We use this method for clustering emails to
identify campaigns (or communities). Some key concepts of this technique are:

A B

C D

E F

G H

I J

K

Community 1 Community 2

Community 3

Between Edge

Between Edge

Within edge

Within edge

Within edge

Fig. 3. Enhanced network diagram showing communities, with between edges (blue) and within edges (red).

(1) Modularity: This is the objective function that the Louvain algorithm aims to maximize.
Modularity measures how good a particular network division is by comparing the density of
connections inside communities (groups) to the density of connections between different
communities. A higher modularity value indicates that the nodes within a community are
more densely connected to each other than to nodes in other communities, meaning the
communities are well-defined (Figure 3).

(2) Two-Phase Process: The Louvain algorithm works in two main phases that are repeated
iteratively until no further improvements can be made.
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• Phase 1: Local Optimization:
– Initially, each node in the network is assigned to its own community.
– For each node, the algorithm evaluates the gain in modularity that would result from
moving the node to the community of each of its neighbours.

– The node is then moved to the community where it achieves the highest modularity gain.
– This process is repeated iteratively for all nodes until no further modularity improvement
can be achieved by moving any single node.

• Phase 2: Aggregation:
– Once the local optimization phase is complete, a new network is created where each
community from the previous phase is treated as a single node.

– The edges between these new nodes are weighted based on the sum of the edge weights
between nodes in the original communities.

– The algorithm then proceeds to the next iteration, starting again with Phase 1 on this
newly aggregated network.

(3) Iteration: The two phases are repeated iteratively. The process of local optimization followed
by aggregation is repeated until no further modularity gains can be achieved. The final
communities at this stage represent the output of the Louvain algorithm.

In our work, we apply the Louvain algorithm to a graph of phishing emails, where each email is
represented as a node and edges encode pairwise similarity between emails based on contextual
features. The full graph construction is described in section 4.2.4 and the full clustering procedure
is described in Section 4.2.

3.3 Text Similarity Measures
In our pipeline, we compute text similarity between emails to generate features suitable for com-
munity detection. In this section, we describe the various measures considered.

3.3.1 Exact Match. This measure checks whether two strings are identical or if one is a substring
of the other. It returns a similarity score of 1 if the strings match exactly or if one is contained
within the other, and 0 otherwise. If 𝑎 and 𝑏 are codes extracted from the two emails, then:

em(𝑎, 𝑏) =
{
1 if 𝑎 = 𝑏 or 𝑎 is a substring of 𝑏 or 𝑏 is a substring of 𝑎,
0 otherwise.

(1)

3.3.2 Jaccard Similarity. The Jaccard similarity [42] measure compares two strings, 𝑎 and 𝑏, by
converting them into sets of words, 𝐴 and 𝐵. It computes the ratio of the intersection (words
common to both sets) to the union (all unique words) of these sets. The resulting score ranges
from 0 to 1, where 1 indicates identical sets (all words shared) and 0 indicates no common words.
Formally, if 𝐴 and 𝐵 are the sets of words from the two strings, then:

jaccard(𝐴, 𝐵) = |𝐴 ∩ 𝐵 ||𝐴 ∪ 𝐵 | (2)

3.3.3 BoW-based Cosine Similarity. Thismeasure converts two texts,𝑎 and𝑏, into Bag-of-Words (BoW)
vectors [22, 75], 𝐴 and 𝐵, representing word counts, and computes the cosine similarity [24, 72]
between them. BoW disregards grammar and word order but preserves word frequency. Formally:

BOW_cosine(𝐴, 𝐵) = 𝐴 · 𝐵
∥𝐴∥∥𝐵∥ , 𝐴 = 𝐵𝑂𝑊 (𝑎), 𝐵 = 𝐵𝑂𝑊 (𝑏) (3)
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3.3.4 BERT-based Cosine Similarity. This approach uses a pre-trained BERT model [18] to generate
dense embeddings,𝐴 and 𝐵, for texts 𝑎 and 𝑏, and calculates cosine similarity between them [24, 72].
Unlike BoW, BERT captures semantic and contextual meaning, making it effective for nuanced
comparisons. Formally:

BERT_cosine(𝐴, 𝐵) = 𝐴 · 𝐵
∥𝐴∥∥𝐵∥ , 𝐴 = 𝐵𝐸𝑅𝑇 (𝑎), 𝐵 = 𝐵𝐸𝑅𝑇 (𝑏) (4)

These four measures were selected to cover a range of matching behaviours for short extracted
text spans: Exact Match captures strict agreement, Jaccard captures word overlap, BoW-Cosine
captures lexical similarity based on term frequency, and BERT-Cosine captures semantic similarity
in contextual embeddings.

3.4 Cluster Evaluation Measures
We assess the performance of the proposed campaign detection algorithm by evaluating the quality
of the detected clusters (communities). We use two internal measures, modularity and conductance,
that focus on the community structure itself. Additionally, we use two external metrics, Adjusted
Mutual Information (AMI) and Adjusted Rand Index (ARI), to compare the results with ground
truth labels.

Modularity (Q):. Modularity is a measure that quantifies the quality of the division of a network
into communities by comparing the density of edges inside the communities to what would be
expected in a random network with the same degree distribution [41]. The modularity score 𝑄 is
defined in Equation 5.

𝑄 =
1
2𝑚

∑︁
𝑖 𝑗

[
𝐴𝑖 𝑗 −

𝑘𝑖𝑘 𝑗

2𝑚

]
𝛿 (𝑐𝑖 , 𝑐 𝑗 ) (5)

where 𝐴𝑖 𝑗 is the adjacency matrix, 𝑘𝑖 and 𝑘 𝑗 are the degrees of nodes 𝑖 and 𝑗 , 𝑚 is the total
number of edges, and 𝛿 (𝑐𝑖 , 𝑐 𝑗 ) is 1 if nodes 𝑖 and 𝑗 belong to the same community, and 0 otherwise.
Modularity values typically range from -1 to 1, with higher values indicating stronger community
structure, and values above 0.3 or 0.4 are often considered significant.

Conductance: Conductance measures how well a community is separated from the rest of the
network by comparing the number of edges that leave the community to the total number of edges
inside and leaving the community [9]. For a community 𝐶 , conductance is defined in Equation 6.

𝜙 (𝐶) =
∑

𝑖∈𝐶,𝑗∉𝐶 𝐴𝑖 𝑗

min(𝑘𝐶 , 2𝑚 − 𝑘𝐶 )
(6)

where the numerator is the number of edges leaving the community and 𝑘𝐶 is the sum of the
degrees of the nodes in community 𝐶 . Low conductance values indicate that the community is
well-separated from the rest of the network, while higher values suggest that the community is
less distinct from the rest of the graph.

Adjusted Mutual Information (AMI):. Adjusted Mutual Information (AMI) is a variation of Mu-
tual Information (MI) that adjusts for the expected value of MI under random labeling, thereby
accounting for the possibility of agreement by chance [68]. AMI is useful when comparing two
community partitions, such as the detected communities and a ground truth. Equation 7 defines
how to compute this value.

AMI(𝑋,𝑌 ) = MI(𝑋,𝑌 ) − E[MI(𝑋,𝑌 )]
max(𝐻 (𝑋 ), 𝐻 (𝑌 )) − E[MI(𝑋,𝑌 )] (7)
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where MI(𝑋,𝑌 ) is the mutual information between partitions𝑋 and 𝑌 , E[MI(𝑋,𝑌 )] is the expected
mutual information under random labeling, and 𝐻 (𝑋 ) and 𝐻 (𝑌 ) are the entropies of the two
partitions. AMI ranges between 0 and 1, where 1 indicates perfect agreement between the two
partitions and 0 indicates that the agreement is no better than random chance. AMI is robust for
cases where the number of clusters or the size of communities varies significantly, making it a
preferred metric in such scenarios.

Adjusted Rand Index (ARI):. The Adjusted Rand Index (ARI) evaluates the similarity between two
community partitions by comparing all pairs of nodes and checking whether they are clustered
together in both partitions [15]. ARI is computed as defined in Equation 8.

ARI =
RI − E[RI]

max(RI) − E[RI] (8)

where RI is the Rand Index, which counts the number of node pairs that are either placed in the
same or different communities in both partitions. The ARI adjusts for random chance and ranges
between -1 and 1, with 1 indicating perfect agreement between the detected and true communities.

3.5 PhishCoder
In our previous work, we developed PhishCoder, a model that uses pre-trained language models
to extract contextual information from phishing emails [51, 54]. PhishCoder extracts seven key
contextual features, as summarized below. Four features—From-Sector, Action-Generic, Urgency Cues,
and Threatening Language—are modeled as text classification tasks because they are associated
with predefined label sets. The remaining three—From-Company Name, Main Topic, and Action-
Specific—are modeled as extractive question-answering tasks because they require extracting a text
span directly from the email. This allows to create a standardized representation of emails that
addresses the structural variation challenge (Figure 2).
(1) From-Sector is the type of organization the phishing email claims to be from, referring to the

affiliation with a specific industry or sector.
(2) Action-Generic refers to the action prompted from the recipient within the email.
(3) Urgency Cues indicate whether the email contains elements of time pressure or urgency.
(4) Threatening Language identifies the presence of threatening language/tone within the email,

indicating potential negative consequences.
(5) From-Company Name refers to the name of the organization that the phishing email is

impersonating.
(6) Main Topic signifies the primary purpose or theme of the phishing email.
(7) Action-Specific denotes the justification provided to the recipient for carrying out the specified

action requested in the email.
This approach allows us to move beyond traditional text representation towards more nuanced

representations. In this paper, we extend this prior work in two important ways. First, we improve
the performance of PhishCoder. Second, whereas the original work focused only on extracting these
features, here we use them as structured inputs for downstream phishing campaign detection (4.2)
and as summary elements in phishing campaign profiles designed to support IT/SOC staff (4.3).

4 Methodology
Our proposed pipeline, illustrated in Figure 1, comprises three main components. In this sec-
tion, we provide a detailed description of the methodology for each component and outline our
implementation. The code for our pipeline will be made available in a public repository1.
1https://github.com/tarinisaka/ai_graph_campaign_identification.git
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4.1 Step 1: Feature Extraction
The feature extraction component builds on our previous work, PhishCoder [51, 54], which extracts
seven key contextual features from the phishing email subject, body, and sender address. Table 1
summarizes these features. They were identified from a detailed qualitative analysis of real-world
phishing emails [51] and selected because they capture information that is often still present even
when other signals, such as URLs, header fields, or sender metadata, are missing, inconsistent,
or deliberately manipulated. This makes them useful for handling the structural variation and
obfuscation challenges discussed in Sections 2.4 and 2.5, while providing a compact and standardised
representation of phishing email content.

Table 1. Overview of text classification and extraction tasks, detailing the information types, descriptions,
and label sets used in the dataset.

Task Information Type Explanation/Question Labels

Text Classification Tasks

TC1 From – Sector Type of sector the email claims to be from
financial, email,
document share, logistics,
shopping, service provider,
government, unknown

TC2 Action – Generic The action being prompted in the email click, download, other

TC3 Urgency Cues Presence of time pressure or urgency cues urgent, none

TC4 Threatening language Presence of threatening language, tone threat, none

Text Extraction Tasks

TE1 From – Company Name Name of the organization being impersonated N/A
TE2 Action – Specific The reason provided to perform an action N/A
TE3 Main Topic Main purpose of the email N/A

4.1.1 Datasets. In this study, we use the same phishing email dataset employed in the original
PhishCoder study [54], comprising 521 emails drawn from the Nazario Phishing Dataset [40] and
a research inbox at the University of Edinburgh. As observed in the original study, this dataset
(hereafter referred to as Old Data) suffers from two key limitations: (i) class imbalance, particularly
within the From-Sector attribute, where financial and email classes were dominant (Table 2); and
(ii) limited generalizability, as the Nazario dataset largely reflects phishing emails received by a
single individual may not necessarily be representative or generalizable
To address these limitations, we acquired a new dataset from the Cambridge Cybercrime Cen-

tre2 (CCC), which was selected for three reasons: (1) The emails were collected from multiple
inboxes. The Nazario dataset was collected in the USA, while the CCC dataset was collected in
the UK, further enhancing the variation and improving generalizability. (2) The dataset is large,
spanning nearly two decades (2005-2024) and allows us to sample emails for the minority classes. (3)
The dataset is available to any researcher under a contract and can be accessed for further studies.

Data Processing: We sampled CCC emails from 2015 to 2024, to ensure that the dataset analysis
remains manageable and to avoid the use of outdated data, while still encompassing a substantial
time frame. The data for each year was published in a single text file with all emails concatenated.
2https://www.cambridgecybercrime.uk/
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We utilized the mailboxmodule in Python to parse these files and extract the following information:
unique_id, message_id, date, from_name, subject, text, and links.

Data Sampling: To address the class imbalance issue, we expanded our dataset by sampling
additional emails from the CCC corpus using a sector-specific strategy. Our primary goal was
to increase representation in the minority sectors. To target the underrepresented sectors, we
used a curated list of sector-related keywords, organisation names, and characteristic phrases
derived from the annotated Nazario dataset to identify candidate emails. Illustrative examples of
the sector-specific keywords, phrases, and organisation names used during sampling are provided
in Appendix A. All matching emails were manually reviewed by the lead author to ensure accurate
sector assignment, and further searches were conducted where necessary to obtain sufficient
samples for the rare classes. This process yielded 671 newly sourced emails, referred to as ‘New
Data’. Combining the original dataset with these new samples produced the ‘Full Data’ used for
model training in this paper.

Table 2. From-Sector class distribution in the old dataset, newly sampled data from CCC, and the full
combined dataset.

Class Old Data New Data Full Data

Email 223 (41.8%) 196 (29.2%) 419 (34.8%)
Financial 149 (27.9%) 171 (25.5%) 320 (26.6%)
Document Share 30 (5.6%) 57 (8.3%) 86 (7.1%)
Shopping 25 (4.7%) 56 (8.3%) 81 (6.7%)
Logistics 25 (4.7%) 57 (8.3%) 81 (6.7%)
Government 25 (4.7%) 56 (8.3%) 81 (6.7%)
Service Provider 24 (4.5%) 66 (9.8%) 90 (7.5%)
Unknown 28 (5.2%) 12 (1.8%) 40 (3.3%)

Data Annotation: The inputs for fine-tuning language models must follow a specific format.
We used Label Studio3 to generate the required annotations. Label Studio is an open-source, user-
friendly data labeling tool. For text classification, we define label sets for each task and use a
multiple-choice selection interface to select the labels. For question answering, the interface allows
users to highlight text spans that answer the question using coloured tags.

Text classification tasks. Text classification assigns text to predefined categories and was
therefore appropriate for the four features encoded with fixed label sets: TC1: From-Sector, TC2:
Action-Generic, TC3: Urgency Cues, TC4: Threatening Language. TC1 contains 8 classes, TC2 has 3,
and TC3 and TC4 each contain 2 classes.

Text extraction tasks. The three extraction tasks—TE1: From-Company Name, TE2: Action-
Specific, TE3: Main Topic—were implemented using Question Answering (QA) models, which return
the exact text span answering a given query. This approach aligns with our need to extract specific
segments from each email. The questions used for these tasks are:
(1) Main Topic: What is the primary purpose or main topic of the email based on the provided

description?
(2) Action-Specific: What specific action is requested from the email recipient?
(3) From-Company Name: What is the name of the organization the email is from?

3https://labelstud.io/
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4.1.2 Experiments andModels. Weexperimentwith two transformer-based architectures: BERT [17]
and RoBERTa [36]. Both are pre-trained models on the English language using a masked language
modelling (MLM) objective and are primarily aimed at being fine-tuned on tasks that use the
whole sentence (potentially masked) to make decisions, such as sequence classification, token
classification, or question answering. These model choices are ideal as they strike a balance be-
tween computational efficiency and performance, with manageable model sizes that are feasible to
fine-tune on standard resources. We used two variations of these models: bert-base-uncased4(Model
size: 110M params), bert-large-uncased5 (Model size: 336M params), roberta-base6 (Model size:
125M params), and roberta-large7 (Model size: 355M params).

4.1.3 Training Setup. We used the same fine-tuning setup as in the original PhishCoder work.
The four classification tasks were formulated as sequence-classification problems, while the three
extraction tasks were formulated as extractive question-answering tasks. For all seven tasks, we
evaluated the same four transformer backbones: bert-base-uncased, bert-large-uncased, roberta-
base, and roberta-large, and the same data split: 80% training, 10% validation, and 10% test. The
split was created using stratified sampling to preserve class distributions, with a fixed random
seed (𝑟𝑎𝑛𝑑𝑜𝑚_𝑠𝑡𝑎𝑡𝑒 = 42).
For the classification tasks, we used Hugging Face’s AutoModelForSequenceClassification

and Trainer API. Input email text was tokenized with the corresponding model tokenizer using
truncation, and batches were padded dynamically using DataCollatorWithPadding. The number
of output labels was set to match the task-specific training data. Training used a learning rate of
2× 10−5, weight decay of 0.01, and 10 epochs. Evaluation and checkpointing were performed at the
end of each epoch. The batch size for classification was specified per run and used consistently for
both training and evaluation.
For the extraction tasks, we fine-tuned models using AutoModelForQuestionAnswering. Fol-

lowing the original PhishCoder setup, each instance was represented as a question–context pair,
where the question corresponded to the extraction target and the context was the phishing email
text. We used a maximum sequence length of 384 tokens and a stride of 128 tokens to handle long
contexts, with padding="max_length" and overflow mapping enabled. Start and end answer spans
were aligned to token offsets during preprocessing, and out-of-span answers were mapped to the
CLS token. Training used a learning rate of 2× 10−5, weight decay of 0.01, batch sizes of 16 for both
training and evaluation, and 10 epochs. Checkpoints were saved after each epoch. During answer
decoding, we used 𝑛_𝑏𝑒𝑠𝑡 = 20 candidate spans and a maximum answer length of 30 tokens.

4.2 Step 2: Phishing Campaign Identification
The next component of our pipeline involves identifying phishing campaigns from a set of reported
phishing emails using the extracted features (Section 4.1), so that IT staff can examine a cluster of
similar emails and respond to them collectively. To form these clusters, we use a combination of
text similarity measures (Section 3.3) and a popular community detection algorithm (Section 3.2).

4.2.1 Dataset. To implement our proposed clustering approach, we used the phishing email dataset
from the Cambridge Cybercrime Centre (CCC). This dataset contained 9853 emails collected between
2015 and 2024. Additionally, we included a manually created campaign consisting of 10 emails
designed using a common obfuscation technique, as explained in Section 4.2.7. The final dataset
comprised a total of 9863 emails.
4https://huggingface.co/google-bert/bert-base-uncased
5https://huggingface.co/google-bert/bert-large-uncased
6https://huggingface.co/FacebookAI/roberta-base
7https://huggingface.co/FacebookAI/roberta-large
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Feature Extraction. We then used PhishCoder to extract the contextual features from this dataset.
These extracted features served as inputs for the clustering algorithm.

Preprocess the QnA features. Next, we preprocess the text extraction features (organization name,
main topic, action specific) to standardize the text by converting it to lowercase, removing punctua-
tion, and filtering out common stopwords. This ensures the text is cleaned and standardized for
further analysis.

4.2.2 Initial Division. We start with all emails in a single cluster. Next, we separate them based on
two features: ‘From-Sector’ and ‘Action-Generic’. We focus on these features because they need to
be consistent within a campaign, based on the definition of a phishing campaign and commonly
observed trends in previous campaigns [55]. At this stage, clusters containing less than 2 emails
are not further divided, since these singleton emails can be handled individually. Of the 24 possible
From-Sector × Action-Generic combinations, three were not carried forward because they contained
fewer than two emails: document share–none and shopping–download, and government–none. As a
result, we identify 20 distinct clusters, each characterized by a specific sector and action type.

4.2.3 Compute Similarity Matrix. For each of the resultant clusters, we constructed a similarity
matrix and a similarity graph, capturing the relationships among emails within that cluster.
For each pair of emails, 𝑖 and 𝑗 , we calculate a similarity score (𝑠𝑖 𝑗 ). For this, we calculate

individual similarity scores for each feature (comp, threat, urgent, topic, and action), then
compute a weighted average to yield an overall similarity score (as shown in Equation 9).
We use Exact Match (EM) for three features: From-Company Name [comp], Threatening Lan-

guage [threat], and Urgency Cues [urgent]. This is because threat and urgent are binary features
that require exact agreement, and comp is expected to match the impersonated company name,
aside from minor formatting differences.
For the free-text features Main Topic [topic] and Action Specific [action], we considered four

alternative similarity functions: Exact Match, Jaccard, BoW-Cosine, and BERT-Cosine. Each
similarity function defined a separate experimental setting for edge construction. Thus, we generated
four versions of the similarity matrix and corresponding graph, one for each choice of similarity
function applied to topic and action.

𝑠𝑖 𝑗 =
𝑤1 · emcomp +𝑤2 · emthreat +𝑤3 · emurgent +𝑤4 · Simtopic +𝑤5 · Simaction

𝑤1 +𝑤2 +𝑤3 +𝑤4 +𝑤5
(9)

where Sim ∈ {Exact Match, Jaccard, BoW-Cosine, BERT-Cosine}

similarity_matrix =
(
𝑠𝑖 𝑗

)
1≤𝑖, 𝑗≤𝑁 (10)

Using the resulting scores 𝑠𝑖 𝑗 , we construct a similarity matrix as described in Equation 10, where
𝑁 is the total number of emails in the cluster. The weights used in this calculation were determined
through a trial-and-error process.

4.2.4 Constructing a Similarity Graph. We next constructed a weighted similarity graph for each
cluster, where each email is a node, and edges are formed between nodes if their similarity exceeds
a given threshold. The similarity score then becomes the weight of the edge. We use the NetworkX
module in Python to create the graphs. Algorithm 1 provides the pseudocode for this process. The
algorithm begins by initializing an empty graph𝐺 using the nx.Graph() function. Next, the size of
the input similarity_matrix is determined using similarity_matrix.get_size() and stored
in the variable 𝑛, representing the number of emails or nodes in the dataset. Each email is then
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added as a node in the graph through the G.add_node(i) function in a loop iterating over all
indices 𝑖 from 0 to 𝑛 − 1. An outer loop iterates over each email 𝑖 , while an inner loop iterates
over each subsequent email 𝑗 (from 𝑖 + 1 to 𝑛 − 1), ensuring that each pair of emails is evaluated
only once. If the similarity score between emails 𝑖 and 𝑗 , given by similarity_matrix[i][j], is
greater than or equal to the specified threshold, an edge is created between nodes 𝑖 and 𝑗 using the
G.add_edge() function, with the edge’s weight set to the similarity score. This process constructs
a weighted graph where nodes represent emails, and edges represent sufficient similarity between
them. Finally, the completed graph𝐺 is returned as the output. To create a graph for the full dataset
(9863 emails) from the similarity graphs of each cluster, we perform a disjoint union of all cluster
graphs. In NetworkX, this can be achieved by sequentially applying nx.disjoint_union to each
subcluster graph.
In all experiments, we used a fixed edge-creation threshold of 0.7. This value was chosen

empirically through preliminary trial-and-error analysis and then held constant across all similarity
settings to ensure fair comparison between edge-construction variants.

Algorithm 1: similarity_matrix_to_graph
Input: similarity_matrix: A 2D array representing pairwise similarities
Input: threshold: A float for edge creation, default is 0.5
Output: 𝐺 : A graph with nodes and weighted edges based on similarity scores

1 𝐺 ← nx.Graph()
2 𝑛 ← similarity_matrix.size
3 for 𝑖 ← 0 to 𝑛 − 1 do
4 𝐺.add_node(𝑖)
5 for 𝑖 ← 0 to 𝑛 − 1 do
6 for 𝑗 ← 𝑖 + 1 to 𝑛 − 1 do
7 if similarity_matrix[𝑖] [ 𝑗] ≥ threshold then
8 𝐺.add_edge(𝑖, 𝑗,weight = similarity_matrix[𝑖] [ 𝑗])
9 return 𝐺

4.2.5 Louvain Community Detection. In order to identify clusters/communities within this large
graph, we apply the Louvain method [41], which is an effective choice for graph clustering. This
method is capable of detecting communities based on modularity optimization, which helps identify
dense clusters of interconnected nodes. It is computationally efficient and scalable, making it
well-suited for large graphs.

4.2.6 Campaign Detection Algorithm - Pseudocode. The pseudo-code for the proposed clustering
algorithm is provided in Algorithm 2. The algorithm, DetectCampaigns(𝑅,𝑊 , 𝑡), aims to cluster a
set of reported emails 𝑅 based on their similarities using a weighted graph approach and the Louvain
community detectionmethod. It starts by grouping all email samples into a single initial cluster using
the function cluster_reported_emails. Subsequently, the emails are divided into 𝑠𝑢𝑏_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠
based on attributes such as “From-Sector” and “Action-Generic” using the group_by function. Next,
the algorithm filters out singleton clusters, retaining only clusters with more than one email, stored
in the set 𝑛𝑜𝑛_𝑠𝑖𝑛𝑔𝑙𝑒𝑡𝑜𝑛_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 . For each remaining cluster, pairwise similarities between emails
are calculated based on several attributes: “From-Company", “Threat", “Urgent", “Main Topic", and
“Action Specific.” The exact_match function is used to compute the similarity of “From-Company",
“Threat", and “Urgent” codes and the similarity for “Main Topic” and “Action Specific” is computed
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using the calculate_sim function (defined by the user). The weighted similarity scores are aggre-
gated using the get_weighted_similarity function, and a similarity matrix is constructed. The al-
gorithm then converts the similarity matrix into a 𝑔𝑟𝑎𝑝ℎ using the similarity_matrix_to_graph
function, where nodes represent emails and edges represent sufficient similarity between them,
defined by a given threshold 𝑡 . The Louvain community detection algorithm is applied to identify
communities within each graph using louvain_community_detection function. Finally, the algo-
rithm combines the communities from all 𝑠𝑢𝑏_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 into 𝑎𝑙𝑙_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 , which is returned as the
output. Each cluster in 𝑎𝑙𝑙_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 represents a group of emails that are sufficiently similar based
on the provided weights, similarity measure, and threshold, facilitating further analysis.

Algorithm 2: DetectCampaigns(𝑅,𝑊 , 𝑡)
Input: 𝑅, set of reported emails;𝑊 , list of weights; 𝑡 , a threshold value
Output: 𝑎𝑙𝑙_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 , the set of clusters

1 𝑎𝑙𝑙_𝑒𝑚𝑎𝑖𝑙𝑠 ← cluster_reported_emails(𝑅)
2 𝑠𝑢𝑏_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 ← group_by(𝑎𝑙𝑙_𝑒𝑚𝑎𝑖𝑙𝑠, ‘From-Sector’, ‘Action-Generic’)
3 𝑛𝑜𝑛_𝑠𝑖𝑛𝑔𝑙𝑒𝑡𝑜𝑛_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 ← {}
4 foreach 𝑐𝑙𝑢𝑠𝑡𝑒𝑟 ∈ 𝑠𝑢𝑏_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 do
5 if 𝑠𝑖𝑧𝑒 (𝑐𝑙𝑢𝑠𝑡𝑒𝑟 ) > 1 then
6 𝑛𝑜𝑛_𝑠𝑖𝑛𝑔𝑙𝑒𝑡𝑜𝑛_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 ← 𝑛𝑜𝑛_𝑠𝑖𝑛𝑔𝑙𝑒𝑡𝑜𝑛_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 ∪ {𝑐𝑙𝑢𝑠𝑡𝑒𝑟 }
7 𝑐𝑜𝑚𝑚𝑢𝑛𝑖𝑡𝑖𝑒𝑠 ← {}
8 foreach 𝑐𝑙𝑢𝑠𝑡𝑒𝑟 ∈ 𝑛𝑜𝑛_𝑠𝑖𝑛𝑔𝑙𝑒𝑡𝑜𝑛_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 do
9 𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦_𝑚𝑎𝑡𝑟𝑖𝑥 ← 𝑧𝑒𝑟𝑜𝑠 (𝑠𝑖𝑧𝑒 (𝑐𝑙𝑢𝑠𝑡𝑒𝑟 ), 𝑠𝑖𝑧𝑒 (𝑐𝑙𝑢𝑠𝑡𝑒𝑟 ))

10 foreach 𝑒𝑖 , 𝑒 𝑗 ∈ 𝑐𝑙𝑢𝑠𝑡𝑒𝑟 with 𝑖 < 𝑗 do
11 𝑜𝑟𝑔_𝑠𝑖𝑚 ← exact_match(𝑒𝑖 [‘From-Company’], 𝑒 𝑗 [‘From-Company’])
12 𝑡ℎ𝑟𝑒𝑎𝑡_𝑠𝑖𝑚 ← exact_match(𝑒𝑖 [‘Threat’], 𝑒 𝑗 [‘Threat’])
13 𝑢𝑟𝑔𝑒𝑛𝑡_𝑠𝑖𝑚 ← exact_match(𝑒𝑖 [‘Urgent’], 𝑒 𝑗 [‘Urgent’])
14 𝑡𝑜𝑝𝑖𝑐_𝑠𝑖𝑚 ← calculate_sim(𝑒𝑖 [‘Main Topic’], 𝑒 𝑗 [‘Main Topic’])
15 𝑎𝑐𝑡𝑖𝑜𝑛_𝑠𝑝_𝑠𝑖𝑚 ← calculate_sim(𝑒𝑖 [‘Action Specific’], 𝑒 𝑗 [‘Action Specific’])
16 𝑎𝑙𝑙_𝑠𝑖𝑚𝑠 ← [𝑜𝑟𝑔_𝑠𝑖𝑚, 𝑡ℎ𝑟𝑒𝑎𝑡_𝑠𝑖𝑚, 𝑢𝑟𝑔𝑒𝑛𝑡_𝑠𝑖𝑚, 𝑡𝑜𝑝𝑖𝑐_𝑠𝑖𝑚, 𝑎𝑐𝑡𝑖𝑜𝑛_𝑠𝑝_𝑠𝑖𝑚]
17 𝑤𝑒𝑖𝑔ℎ𝑡𝑒𝑑_𝑠𝑖𝑚 ← get_weighted_similarity(𝑎𝑙𝑙_𝑠𝑖𝑚𝑠,𝑊 )
18 𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦_𝑚𝑎𝑡𝑟𝑖𝑥 [𝑖, 𝑗] ← 𝑤𝑒𝑖𝑔ℎ𝑡𝑒𝑑_𝑠𝑖𝑚
19 𝑔𝑟𝑎𝑝ℎ ← similarity_matrix_to_graph(𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦_𝑚𝑎𝑡𝑟𝑖𝑥, 𝑡)
20 𝑠𝑢𝑏_𝑐𝑜𝑚𝑚𝑢𝑛𝑖𝑡𝑖𝑒𝑠 ← louvain_community_detection(𝑔𝑟𝑎𝑝ℎ)
21 𝑐𝑜𝑚𝑚𝑢𝑛𝑖𝑡𝑖𝑒𝑠 ← 𝑐𝑜𝑚𝑚𝑢𝑛𝑖𝑡𝑖𝑒𝑠 ∪ 𝑠𝑢𝑏_𝑐𝑜𝑚𝑚𝑢𝑛𝑖𝑡𝑖𝑒𝑠

22 𝑎𝑙𝑙_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠 ← 𝑐𝑜𝑚𝑚𝑢𝑛𝑖𝑡𝑖𝑒𝑠

23 return 𝑎𝑙𝑙_𝑐𝑙𝑢𝑠𝑡𝑒𝑟𝑠

4.2.7 Manual Labelling of Phishing Campaigns. To evaluate our clustering approach’s ability to (1)
identify phishing campaigns and (2) overcome text-based obfuscation, we created a labelled dataset
to serve as ground-truth. We manually labelled 204 phishing emails into 12 distinct campaigns. The
first 11 campaigns contained emails sampled from the Cambridge dataset, while the 12th campaign
was manually created using a phishing email from our inbox. The labelling process was based
on several key features: the organization names being impersonated, similarities in subject lines,
sender information, and the presence of recurring key phrases within the email content. Each email
was subjected to a thorough visual inspection to ensure accurate and meaningful grouping. This
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comprehensive approach aimed to establish a reliable set of labelled data, which could then be used
to evaluate the clustering algorithm’s performance in accurately identifying and grouping phishing
campaigns. Table 3 summarizes the key information about the labelled campaigns.

Campaign 12 was manually created to demonstrate a common obfuscation technique used by
attackers, where they insert random text passages into emails. Often, these passages are hidden
from users by using tactics like white-on-white text, making the content invisible to humans but
still detectable by algorithms [20]. The intent is to confuse text-based detection systems. For this
campaign, we generated 10 copies of a phishing email, altering the random text passage in each
copy to simulate this obfuscation strategy. These emails claimed to be from the NHS (National
Health Services) about medical prescriptions, shown in Figure 4.

Fig. 4. A sample email from Campaign 12. It contains a common obfuscation technique of white-on-white
random text inserted into the email, which is unmasked at the bottom of the figure.

4.3 Step 3: Phishing Campaign Profiling
Once phishing emails have been grouped into clusters representing distinct attack campaigns,
the final step of our pipeline is to generate comprehensive profiles for each cluster, serving as a
practical tool for IT staff to understand the scope and characteristics of each campaign. This allows
them to effectively remediate ongoing attacks by identifying unreported phishing emails, stopping
incoming emails, blocking malicious domains, alerting targeted users, and saving these profiles for
future threat detection. We started by creating a preliminary profile design, developed based on
our expertise in phishing email patterns and insights from existing literature. We then consulted
security experts from multiple organizations for feedback on overall impressions, missing elements,
and potential features to improve the design. This study was certified according to the University
of Edinburgh’s Informatics Research Ethics Process, RT number 82433.

4.3.1 Preliminary Design. The preliminary design was created to be simple and adhere to key UI
design principles by prioritizing simplicity, clarity, ease of processing, and user control. Future work
will focus on assessing the design’s usability through user studies. The profile design comprises
four main parts, as shown in Figure 5, which we now discuss in detail.
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Table 3. Details of the 12 manually labelled phishing email campaigns with the label number, the number of
emails in the campaign, and the corresponding campaign traits.

Label Number Campaign Traits

1 3 Netflix and “Update your payment info” in email text; common subject line
2 9 Netflix and “MEMBERSHIP RENEWAL” in email text; common subject line
3 26 PayPal in email text, “PayPal Team” in sender address, ‘Your account has been

limited’ in subject line
4 18 “YourOutlookAccount is out of storage” in subject line; excluded “Clear Storage”

in email text; sent in 2022
5 24 “IronPort Spam Quarantine Notification” in subject line; sent in 2023
6 7 “New Purchase Order shared with Sharepoint” in subject line
7 19 Amazon in email text; “Amazon.co.uk” in subject line; ‘remove restrictions’ in

email text
8 4 “DHL Delivery Notification” in email text
9 18 “wetransfer” and “transfer expires” in email text
10 54 “Quota Upgrade <info@al-qameh.com>” in sender address
11 12 dropbox in email text; “dropbox” in sender address; ‘verify your email address’

in email text
12 10 NHS pharmacy; click; random text inserted

(1) Cluster Summary
• Number of Emails in the identified cluster.
• Date Range of the emails in this cluster to help staff track the campaign timeline.
• Frequent Subject Line Patterns: Common words or phrases found in the subject lines to help
identify other emails.

(2) Sender Information
• Number of Unique Sender Domains: A count of distinct domains used in the “From” field of
emails, with a function to copy them all.
• Number of Unique Sender Addresses: A count of unique email addresses used, which can
help in blocking or whitelisting specific addresses.
• Top Sender Domains: The most common domain used by the attacker, allowing IT teams to
stop any other incoming emails.

(3) URLs and Links
• Number of Unique Domains in URLs: A count of distinct domains in links contained in the
cluster emails.
• Most Common URL Domain: The most common URL domain found in the cluster.
• URL Checks: Use URL/domain reputation services (like Google Safe Browsing, VirusTotal,
or PhishTank) to check whether a URL is associated with phishing or malware.

(4) PhishCoder Analysis: A summary of the key contextual information about the campaign
which can be used to create user response: Scam Sector, Organization Name, Email Topics,
Action Requested, Threatening Language and Urgency Cues.

4.3.2 Interview Methodology. We conducted six semi-structured interviews with Information
Services (IS) staff from various organizations who are directly involved in remediating phishing
attacks as part of their other IT responsibilities. Participants were recruited by contacting individuals
within our university networks and research team. Additional participants were then identified
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Fig. 5. The preliminary design for the campaign profile shown to the experts.

using snowball sampling from those initially enrolled. In our recruitment message, we introduced
the research context, the problem space of phishing response, and our high-level goal - The aim is
to gather a general understanding of how teams typically approach phishing response, the tools
they would find most useful, and what types of information are most valuable to aid quick and
effective decision-making. Our interview protocol was focused on (1) exploring common methods
for identifying ongoing phishing attacks, (2) understanding the immediate remediation measures
taken to contain such attacks, including strategies for identifying similar emails, and (4) presenting
the sample profile design to gather feedback on its features, focusing on what participants consider
essential, unnecessary, or missing. Additionally, we sought insights into the tools they currently
use or know of for phishing response and their opinions on integrating URL-checking tools into the
process. All participants provided informed consent to participate in the study and be audio recorded.
Based on insights from the experts on attack remediation techniques, tools, and feedback on our
preliminary design, we refined and updated our design to incorporate their recommendations.
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5 Results of Feature Extraction
In this section, we present the fine-tuning results for each task. For text classification (TC) tasks,
performance is evaluated using accuracy, F1 score, precision, and recall. For text extraction (QnA)
tasks (TE), we report Exact Match and F1 score, as in prior work [54].

5.1 TC1: Sector Classification
The fine-tuning results for this task demonstrate high performance across all models (shown in
Table 4), with RoBERTa-large and BERT-large-uncased achieving near-perfect scores in all met-
rics. The class-wise results for the RoBERTa-large model (shown in Table 5) indicate excellent
performance across most classes, with perfect precision, recall, and F1-scores (1.00) achieved for
six out of eight classes. The remaining classes all achieved scores above 0.90. The high macro and
weighted averages reflect robust model performance and good balance across classes, suggesting
improvement from the original study.

Table 4. Fine-tuning results for the From-Sector classification.

Model Accuracy F1-Score Avg Precision Avg Recall

roberta-large 0.99 0.99 0.99 0.99
bert-large-uncased 0.99 0.99 0.99 0.99
bert-base-uncased 0.98 0.98 0.98 0.98
roberta-base 0.97 0.98 0.99 0.98

Table 5. Class-wise performance metrics for the RoBERTa-large model on From-Sector classification.

Sector Precision Recall F1-Score

Unknown 0.67 1.00 0.80
Service Provider 1.00 1.00 1.00
Government 1.00 1.00 1.00
Document Share 1.00 1.00 1.00
Shopping 1.00 0.91 0.95
Logistics 1.00 0.92 0.96
Financial 1.00 1.00 1.00
Email 1.00 1.00 1.00

5.2 TC2: Action Classification
Table 6 provides the results for the action-generic classification task. RoBERTa-large achieves
the highest scores with near-perfect accuracy, F1, average precision, and average recall, all at
0.99. BERT-large-uncased follows closely with an accuracy of 0.98 and slightly lower F1, average
precision, and average recall scores. The class-wise performance of RoBERTa-large (shown in
Table 7) shows near-perfect scores for the ‘Click’ and ‘Download’ classes, with F1-scores of 0.99
and 0.96, respectively. The model shows lower recall for the ‘Others’ class due to the limited sample
size, resulting in an F1-score of 0.67. Overall, the model maintains high accuracy and demonstrates
strong performance across major action categories.
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Table 6. Finetuning results for the Action classification task.

Model Accuracy F1-Score Avg Precision Avg Recall

roberta-large 0.99 0.99 0.99 0.99
bert-large-uncased 0.98 0.97 0.97 0.98
bert-base-uncased 0.97 0.97 0.97 0.97
roberta-base 0.98 0.98 0.98 0.98

Table 7. Class-wise performance metrics for the RoBERTa-large model on Action classification.

Action Precision Recall F1-Score

Click 0.99 1.00 0.99
Download 1.00 0.92 0.96
Others 1.00 0.50 0.67

5.3 TC3: Urgency Classification
The results for the urgency classification task (shown in Table 8) indicate a notable performance
improvement. RoBERTa-base and BERT-large-uncased showed the best overall performance. These
models attain an accuracy, F1 score, average precision, and average recall of 0.92 − 0.93. Table 11
provides the class-wise performance, achieving a precision of 0.96 and an F1-score of 0.94 for
the ‘None’ category, and a recall of 0.92 for both ‘None’ and ‘Urgent’ categories. Specifically, the
recall for the positive class (urgent) improved significantly, which contributed to the overall better
performance of the RoBERTa-base model.

Table 8. Finetuning results for the Urgency classification task with the combined dataset.

Model Accuracy F1-Score Avg Precision Avg Recall

roberta-large 0.90 0.90 0.90 0.90
bert-large-uncased 0.92 0.92 0.93 0.92
bert-base-uncased 0.91 0.91 0.91 0.91
roberta-base 0.92 0.92 0.93 0.92

5.4 TC4: Threat Classification
The threatening language classification results show robust performance across all models (shown
in Table 9), with accuracy, F1-score, average precision, and average recall scores generally above
0.90. RoBERTa-base achieves the highest performance, leading with an accuracy and F1-score of 0.94,
along with an average precision of 0.95, suggesting slightly better precision in threat identification
compared to the other models. The class-wise performance of RoBERTa-base is shown in Table 10,
achieving high precision (0.99) and F1-score (0.95) for the ‘None’ category, and robust recall (0.98)
for the ‘Threat’ category with an F1-score of 0.93.

5.5 TE1: From-Company Name Extraction
Table 13 presents the results of the fine-tuned question-answering models for the From-Company
Name task. Based on the F1 score, the best performance was achieved by RoBERTa-base, with the
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Table 9. Finetuning results for the Threat classification task with the combined dataset.

Model Accuracy F1-Score Avg Precision Avg Recall

roberta-large 0.92 0.92 0.92 0.92
bert-large-uncased 0.92 0.92 0.92 0.92
bert-base-uncased 0.90 0.90 0.90 0.90
roberta-base 0.94 0.94 0.95 0.94

Table 10. Class-wise performance metrics for the
RoBERTa-base model on Threat classification.

Threat Precision Recall F1-Score

None 0.99 0.92 0.95
Threat 0.88 0.98 0.93

Table 11. Class-wise performance metrics for the
RoBERTa-base model on Urgency classification.

Urgency Precision Recall F1-Score

None 0.96 0.92 0.94
Urgent 0.86 0.92 0.89

highest F1 score at 89.88% and the highest exact match score at 86.92%. BERT-base-uncased follows
closely with an exact match score of 85.05% and an F1 score of 88.01%. RoBERTa-large and BERT-
large-uncased also performed well, with exact match scores of 80.37% and 72.90%, respectively, and
F1 scores of 82.87% and 77.71%. These results indicate that RoBERTa-base is particularly effective
for this question-answering task.

5.6 TE2: Action Specific Extraction
Table 12 presents the findings of the fine-tuned question-answering models for the Action-Specific
task. According to the F1 score, the best performance was exhibited by the RoBERTa-base. It achieved
the highest exact match score at 50.00%, while RoBERTa-base obtained the highest F1 score at
73.07%. Both BERT-large and BERT-base models show exact match scores of 43.33%, with BERT-base
achieving a slightly higher F1 score at 71.46%.

Table 12. Finetuning QnA Results on the combined
Action-Specific Dataset

Model Exact Match (%) F1-Score (%)

bert-large-uncased 43.33 69.99
bert-base-uncased 43.33 71.46
roberta-large 50.00 72.57
roberta-base 49.17 73.07

Table 13. Finetuning QnA Results on the combined
From-Company Name Dataset

Model Exact Match (%) F1-Score (%)

bert-large-uncased 72.90 77.71
bert-base-uncased 85.05 88.01
roberta-large 80.37 82.87
roberta-base 86.92 89.88

5.7 TE3: Main Topic Extraction
Table 14 presents the results of the fine-tuned question-answering models for the Main Topic task.
The best performance, according to the F1 score, was achieved by RoBERTa-base, with the highest
F1 score at 71.52% and the highest exact match score at 36.67%. BERT-base-uncased followed with
an exact match score of 35.00% and an F1 score of 66.56%. BERT-large-uncased and RoBERTa-large
also performed moderately, achieving exact match scores of 32.50% and 27.50%, respectively, and F1
scores of 65.81% and 61.88%. These results indicate that RoBERTa-base is the most effective model
for this question-answering task.
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Table 14. Finetuning QnA Results on the combined Main Topic Dataset

Model Exact Match (%) F1-Score (%)

bert-large-uncased 32.50 65.81
bert-base-uncased 35.00 66.56
roberta-large 27.50 61.88
roberta-base 36.67 71.52

Summary: Overall, these results show that the improved feature extraction component performs
strongly across all seven tasks, with especially high performance on the classification tasks and
competitive results on the extraction tasks. While some minority classes remain more challeng-
ing, the updated models show improved robustness and better overall balance across categories,
strengthening the quality of the extracted features used in the downstream stages of our pipeline.

6 Results of Campaign Identification
To evaluate the resultant clusters formed in Section 4.2, we used two internal measures (modularity
and conductance) and two external metrics (AMI and ARI), as detailed in Section 3.4. For the latter,
we use the ground truth labels assigned in Section 4.2.7.

We evaluated four variants of the algorithm based on four different edge-construction settings.
In every variant, the edge similarity between two emails was computed using the same overall
procedure and the same fixed weights and threshold values. For three features—From-Company
Name, Threat, and Urgency—we always used Exact Match similarity. The only difference between
the four settings was how similarity was computed for the two free-text features, Main Topic
and Action-Specific. For these two features, we tested four alternatives: Exact Match, Jaccard
Similarity, BoW-Cosine Similarity, and BERT-Cosine Similarity. Table 15 summarizes the
results and each row represents the performance under a different edge-construction setting.

Table 15. Performance of the clustering pipeline under different edge-construction settings. In each setting,
the similarity function used for Main Topic and Action-Specific was different.

Edge Construction Setting ARI AMI Modularity Conductance

Exact Match (EM) 0.827 0.925 0.328 0.172
Jaccard Similarity (JS) 0.932 0.970 0.413 0.064
Bag-of-Words (BoW) 0.926 0.955 0.404 0.070
BERT-Cosine (BERT) 0.763 0.892 0.196 0.220

Baseline Results

TF-IDF + K-means 0.722 0.809 NA NA
BERT + K-means 0.499 0.757 NA NA

As shown in Table 15, the Jaccard Similarity setting (JS) performs best across all evaluation
metrics, indicating the strongest overall clustering performance. It achieves the highest ARI (0.932)
and AMI (0.970), showing the greatest agreement with the ground-truth campaign labels. It also
attains the highest modularity score (0.413) and the lowest conductance (0.064), indicating that the
resulting communities are both well-structured and well-separated. Taken together, these results
show that the JS setting not only produces strong internal cluster structure, but also aligns most

, Vol. 1, No. 1, Article . Publication date: June 2026.



24 Saka et al.

closely with the expert-labelled data. It was surprising to see the BERT-Cosinemodel (BERT) achieve
lower scores, given its ability to capture semantic meaning. However, this result likely suggests that
when relevant context is extracted and used effectively, even traditional, syntactic-based measures
like Jaccard similarity can perform just as well.

6.1 Baseline Comparison to Traditional Approaches
To evaluate whether our proposed method outperforms traditional approaches, we compared
our clustering technique against K-Means [37], a widely adopted unsupervised algorithm in
spam/phishing campaign detection research [25, 53, 59, 71]. For a comprehensive comparison,
we also tested traditional text representation methods by embedding email content using TF-IDF
vectors8 [46] and BERT embeddings9 [17] as inputs for K-Means clustering. We assessed clustering
quality using the Adjusted Rand Index (ARI) and Adjusted Mutual Information (AMI). As shown
in Table 15, the baseline TF-IDF K-means clustering achieved an ARI of 0.722 and AMI of 0.809,
while BERT K-means performed worse with an ARI of 0.499 and AMI of 0.757. All four of our
edge construction settings outperform these baseline methods. These results show that our method
captures the underlying structure of phishing emails effectively, producing more coherent and accurate
clusters compared to traditional approaches.

6.2 Detailed Analysis of Jaccard Clustering
With Jaccard identified as producing the best results, we conducted a detailed analysis of the clusters
formed using the Jaccard-Louvain algorithm. This combination produced 1,827 unique clusters,
with the largest cluster containing 323 points. However, the majority of clusters were small, as
1,068 were singletons (clusters with only one point), and 1,605 clusters contained at most five
elements. This large number of singletons and small clusters was expected, as the data was collected
from a limited set of email addresses. Hence even for large campaigns, only a small number of
emails could be collected, leading to the observed fragmentation. Analyzing the labelled dataset
showed that our clustering method identified exactly 12 unique clusters, which perfectly matched
the number of true phishing campaigns. Furthermore, each actual campaign was contained to a
single cluster, with no overlap or fragmentation. This strong alignment between true labels and
cluster assignments demonstrates the accuracy and effectiveness of our clustering approach. In
most clusters, unlabelled emails were grouped together with labelled ones. Notably, many of these
unlabelled emails still matched the campaign based on our predefined criteria. This demonstrates
the model’s ability to uncover phishing emails that were initially overlooked. Overall, these results
reinforce the effectiveness of our clustering approach.

6.3 Robustness to Obfuscation
We added Campaign 12 to the validation dataset to evaluate the robustness of our method against
random text obfuscation. This campaignwas designed to test whether the clustering and information
extraction components could still identify the underlying phishing campaign when unrelated
random passages were inserted into the email text.

Our method successfully grouped all 10 emails into a single cluster, demonstrating that the added
noise did not prevent the algorithm from recognizing the shared campaign structure. As shown in

8TF-IDF (Term Frequency-Inverse Document Frequency) is a statistical measure that evaluates word importance by
multiplying how often a word appears in a document (TF) with how unique it is across all documents (IDF), giving higher
weight to rare, distinctive terms while reducing the influence of common words.
9BERT (Bidirectional Encoder Representations from Transformers) is a neural network-based language model that processes
text bidirectionally to understand context from both directions, creating rich word representations that capture semantic
relationships and contextual meanings based on surrounding words.
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Table 16, PhishCoder extracted the main contextual information correctly in most cases. The topic
“delivery n h repeat prescriptions” was identified for the majority of emails, indicating that the
system was able to recover the central theme of NHS repeat prescriptions despite the presence of
distracting text. In a few cases, the extracted topics were broader or influenced by the injected noise,
such as “invitation advantages collecting” and “weddings followed marianne whatever settling”.
However, the action and organization fields remained consistent across all emails, with the action
extracted as “click” and the organization extracted as “pharmacy”. This consistency suggests that,
even when the topic extraction was partially affected by obfuscation, the method preserved the key
campaign-level information needed for clustering.

Table 16. Summary of the NHS campaign showing the information extracted by PhishCoder. All 10 emails
were clustered together.

ID Sector Action Topic Action Org

1 unknown click delivery n h repeat prescriptions none pharmacy
2 unknown click delivery n h repeat prescriptions none pharmacy
3 unknown click invitation advantages collecting event old shy none pharmacy
4 unknown click securing suitable graceful families improved none pharmacy
5 unknown click delivery n h repeat prescriptions none pharmacy
6 unknown click invitation advantages collecting none pharmacy
7 unknown click delivery n h repeat prescriptions none pharmacy
8 unknown click weddings followed marianne whatever settling none pharmacy
9 unknown click delivery n h repeat prescriptions none pharmacy
10 unknown click delivery n h repeat prescriptions none pharmacy

In contrast, the obfuscation had a stronger impact on the baseline methods. TF-IDF performed
particularly poorly, producing fragmented clusters and assigning emails from the same campaign
to different labels. This result is expected, as TF-IDF relies heavily on exact word overlap and term
frequency, making it vulnerable to random or uncommon words introduced through obfuscation.
BERT was more robust than TF-IDF and grouped the emails into two clusters, reflecting its stronger
ability to capture semantic similarity. Nevertheless, its lower ARI and AMI scores indicate that it
still failed to match the consistency of our method. Overall, these results show that PhishCoder is
more resilient to random text obfuscation and can preserve the key contextual signals required for
accurate campaign clustering.

Summary: Overall, our results show that our proposed method consistently outperforms tra-
ditional clustering approaches. The best-performing Jaccard-based setting achieves the highest
ARI and AMI scores, indicating stronger alignment with the ground-truth phishing campaigns.
These improvements are largely supported by PhishCoder’s feature extraction step, which captures
structured campaign-level signals rather than relying only on raw text similarity. The method is
also more robust to random text obfuscation, as it preserves key information such as action and
organization even when irrelevant content is inserted.

7 Results of Cluster Profiling
Our experts provided positive feedback on our proposed profiling approach (Section 4.3). They
noted that while tools like Microsoft Defender already analyze individual emails, a solution for
clusters/campaigns would fill an important gap, as analysts currently bear the burden of manually
finding and analyzing related emails. They explained their response process varies by attack scale
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and complexity. Simple attacks follow established playbooks using frameworks like PICERL [57] for
quick containment. More complex incidents require iterative steps including message tracing, script-
based purging of malicious emails, and reporting harmful links to blacklisting systems. Common
practices also involve domain blacklisting, scanning suspicious URLs with tools like VirusTotal or
Hybrid Analysis, and isolating affected machines for investigation. The experts emphasized that
having all these capabilities integrated in one place would significantly enhance their workflow
efficiency. Based on feedback from IT security experts, we identified the below aspects to improve
the profiling tool.
• Easy Access: Link the ‘Number of emails’ to actual email records for easier access.
• Improve Sender analysis: Detect mismatches between the sender’s domain, embedded URLs,
and organization names, as legitimate emails should align with their official domain.
• Return-To address analysis to check for mismatches with the sender address.
• Advanced URL analysis:
– Verify the validity of URLs using external tools such as VirusTotal10.
– Check URL redirection paths and show the final destination of the link.
– Implement sandboxing for further URL analysis and automated screenshot inspection.
• Risk Score: Introduce an overall phishing risk score that weights multiple detection factors
for a more actionable assessment. E.g.: Microsoft Defender’s spam score.
• Authentication: Check for DMARC, DKIM, and SPF validation.
– SPF should be a baseline check.
– DKIM and SPF failures should be flagged, as DMARC requires both to pass.
– These checks are particularly important for emails originating from external sources.
• Incorporate external databases, such as MISP Threat Sharing11, to report the attack and check
if similar attacks have been reported by others.

Based on the received feedback, we have created a new design as shown in Figure 6. This final
profile provides immediate access to all emails associated with a phishing campaign, enabling faster
identification and deletion of malicious messages. By displaying key attributes such as sender, subject,
and a PhishCoder summary, the profile helps security teams quickly recognize other unidentified
emails. Additionally, it consolidates all necessary tools in one place, facilitating efficient campaign
analysis, including URL inspection and sandboxing. The profile also enables faster user response
as IT staff can provide a detailed analysis of the attack to make sure users are well-informed.
Furthermore, the profile allows for the blocking of incoming phishing emails, enhancing proactive
security measures. A key challenge in phishing attacks is that they originate from common webmail
domains such as Gmail.com, making it impractical to block these domains entirely due to the large
volume of legitimate emails they also carry. This profile provides a targeted rule-based approach,
enabling security teams to block emails based on a combination of attributes. For instance, instead
of blocking all Gmail emails, users can create rules that block emails from Gmail that also contain
an organization name like “DPD” in the text, helping to identify impersonation attempts. Hence,
phishing threats are mitigated without disrupting legitimate communication.

8 Discussion
Phishing has persisted since the earliest days of enterprise email and continues to impose substantial
risks and burdens on organizations. One of the core challenges is that effective defense necessitates
a multi-layered mitigation strategy [11]. Beyond merely detecting and filtering malicious emails,
organizations must also employ reactive measures, including incident response mechanisms that

10https://www.virustotal.com/gui/home/url
11https://www.misp-project.org/
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can address ongoing attacks in real time. However, the growing volume and sophistication of
phishing campaigns place increasing strain on security teams, who are expected to analyze, triage,
and respond to these attacks with escalating speed and accuracy. In this paper, we propose a
novel AI-based pipeline that assists IT staff in responding to phishing attacks by clustering emails
into campaigns, thereby reducing the volume of reports they must process, and by generating
comprehensive campaign profiles that aggregate the information necessary to execute effective
response actions.
We developed a set of fine-tuned language models to extract novel contextual attributes from

phishing emails. To address class imbalance, we augmented the training data, which improved
both overall and class-wise performance across the text classification tasks. This balanced dataset
increased model accuracy and reliability compared to prior work. Our approach introduces a
contextual feature set that captures fine-grained information from phishing emails without relying
solely on full-text, URL, or header-based representations. By using fine-tuned language models,
PhishCoder extracts the most relevant cues from each email and converts them into a compact,
context-aware representation. To our knowledge, this is the first approach to systematically extract
such targeted phishing attributes using language model-based contextual features. These contextual
representations also substantially improved campaign detection. With the extracted features, even
a simple similarity measure such as Jaccard similarity reliably identified phishing campaigns. The
method was also robust to common text obfuscation strategies, such as random noise insertion,
which typically reduce the effectiveness of traditional methods. Our results show that the clustering
algorithm outperforms standard K-Means, and that combining PhishCoder features with Jaccard
similarity improves both clustering accuracy and resilience to obfuscation compared to traditional
text representations.
After identifying clusters, we focused on accelerating IT response to active attacks. Interviews

with IT and SOC professionals showed that analysts spend considerable time manually searching
inboxes, extracting cues, and cross-referencing external tools, creating delays during high-pressure
incidents. In response, we collaborated with practitioners to design integrated attack profiles
that consolidate domain reputation checks, contextual PhishCoder summaries, and key email
cues into a single interface. This reduces tool switching, lowers cognitive load, and enables faster
organization-wide alerts and remediation.

Implications for Findings. For security teams, our work illustrates how AI-assisted workflows
can improve response time, reduce analyst fatigue, and enhance overall situational awareness during
active phishing incidents. As AI-driven automation becomes increasingly prevalent in cybersecurity,
our work highlights a pathway toward practical, integrated tools that support SOC staff without
replacing human expertise. We argue that future organizational defenses should include both robust
attack filtering and post-attack, analyst-centric tools capable of handling the scale and complexity
of modern phishing campaigns. Finally, our collaborative methodology underscores the importance
of involving practitioners directly in the design of security systems.
Ethical and Privacy Implications. Automated profiling of phishing campaigns must ensure

that employee data is processed minimally and transparently. As language-model-based features
may inadvertently encode sensitive details, future deployments should incorporate strict data-
handling policies and access controls. Additionally, automated analysis increases the risk of false
positives, which can burden users or misallocate security resources. Careful calibration, human
oversight, and ongoing evaluation are essential to ensure AI-assisted mitigation enhances security
without compromising privacy or fairness.

Limitations. In this study, we focus on a novel set of contextual, text-based features extracted by
PhishCoder, without incorporating technical features such as headers and URLs, which could also
be informative. Future work should explore how to combine and weight these features effectively.
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For clustering, we used the Louvain Algorithm, as it is an effective method for community detection
and aligns well with our text similarity approach; however, other methods or parameter adjustments
may further improve results. Finally, while the phishing campaign profiles were designed based on
expert feedback, they were not evaluated through a formal usability testing phase.

9 Conclusion and Future Work
We introduced a novel AI-assisted pipeline for the efficient mitigation of successful phishing
attacks—defined as those that bypass email filters and reach users’ inboxes. Given the increasing
scale, frequency, and sophistication of phishing attacks, it is crucial to develop scalable, automated
solutions that support IT/SOC staff to respond more effectively. Our proposed three-part pipeline
addresses this challenge by combining advanced natural language processing techniques with
clustering and profiling methods. By integrating automated email analysis, clustering, and expert-
informed profiling, our pipeline presents a scalable, data-driven approach. Through this work, we
introduce a new direction for human-AI collaboration in phishing mitigation, enhancing both speed
and accuracy in combating evolving cyber threats. There are several future directions for this work.
1. Understanding the Robustness Against Other Obfuscation Techniques and Variations: It is crucial
to study how well the clustering approach can handle other obfuscation tactics used in phishing
emails. 2. Measuring Risk in Clustered Phishing Campaigns: IT teams struggle with what to prioritize
first when defining mitigation strategies. One solution would be adding a risk-scoring system to
the cluster profiles. This scoring could provide IT teams with an immediate sense of the severity
and urgency of each phishing campaign by assigning a risk rating based on several key factors. 3.
Evaluating the Generated Clusters and Profiles with Security Professionals: To make our approach
more effective in mitigating phishing attacks, the development of new algorithms is essential to
perform a thorough evaluation of the generated clusters and profiles in collaboration with IT staff.
4. Conducting a Usability Study of the Profiling Interface: A formal user study could be conducted
to evaluate the profiling interface, its usability, and its impact on SOC workflows. Insights from
such a study would inform improvements to the human-AI collaboration in phishing mitigation. 5.
Expanding to Multilingual Phishing Detection: Future work could explore extending the pipeline to
detect phishing emails in multiple languages, increasing its applicability in global and multilingual
environments.
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A Sampling Strategy for Additional Data
Table 17 gives representative examples of the sector-specific keywords, phrases, and organisation
names used to identify candidate phishing emails during sampling. The is an illustrative list of
recurring patterns in the coded dataset. For some sectors, we also expanded searches using related
organisation names within the same domain (e.g., other courier brands related to DHL). All retrieved
candidates were manually reviewed before inclusion.

Table 17. Representative examples of sector-specific keywords, phrases, and organisation names used during
sampling.

Sector Common keywords / phrases / organisation names

Email mailbox, storage, quota, pending, incoming, outgoing, email account, incoming messages,
pending messages, password, server, webmail, cPanel, Outlook, Microsoft, Google, administra-
tor, account upgrade, mailbox upgrade, verify account

Financial PayPal, American Express, Santander, Barclays, NatWest, Chase, HSBC, bank, banking, online
banking, bank account, payment, card, statement, account limited, payment confirmation,
billing update, customer service, bank plc, account verification

Document Share WeTransfer, DocuSign, Dropbox, SharePoint, OneDrive, Google Drive, Adobe, shared docu-
ment, sent files, file transfer, review document, secure document, transfer expires, download
PDF, shared file, view document, document shared, access document

Logistics DHL, DHL Express, FedEx, UPS, USPS, TNT, parcel, package, shipment, shipping, tracking,
tracking number, delivery notice, dispatch, address confirmation, receiver, courier, package
delivery, shipment waiting, delivery update

Service Provider Apple, Apple ID, iCloud, iTunes, Netflix, Microsoft, LinkedIn, WhatsApp, Facebook, BT, TV
Licensing, subscription, payment method, account notice, verify account, account locked,
service update, billing notice, support, sign in

Shopping Amazon, Amazon.co.uk, Amazon Prime, eBay, order, order placed, order status, purchase, gift
card, account suspended, refund, payment details, order confirmation, item shipped, account
verification, billing issue, remove restrictions, Amazon account

Government HMRC, HM Revenue & Customs, GOV.UK, myGov, Australian Taxation Office, Canada Rev-
enue Agency, tax, tax refund, tax return, revenue, customs, government notice, fiscal activity,
refund claim, tax credit, benefits, official notice, revenue customs

Unknown No single dominant pattern; recurring examples included employer, employer account, annual
leave, leave plan, voicemail, Adobe, Skrill, LaPoste, Belfius, Naukrigulf, Geek Squad, Horizen,
Sigma Contracting, reference number, confirmation notice
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Fig. 6. The final design for the campaign profile created based on expert feedback.
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